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Collecting and Sharing Lessons Learned through Developing and Using DSMs




Agenda

= Welcome
= Updates in the world of DSMs

= Model Governance 2
= Model Providence
= Model Red Teaming

.
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DOMAIN-SPECIFIC MODEL WORKING GROUP: KEY UPDATES | APRIL 16, 202
— ADVANCEMENTS IN PERFORMANCE, GOVERNANCE, AND AGENTIC DEPLOYMENT —

MECHANISM: TWO-STAGE MATH (POLARQUANT & QJL)

Seow [ POLARQUANT ’Jf’ QL RESIDUAL CHECKER |
a

( > T o « 1-bit error corrector

TECHNICAL BREAKTHROUGH: TURBOQUANT (GOOGLE RESEARCH)
~ RESULTS: 6X KV CACHE COMPRESSION

| NEAR-ZERO ACCURACY LOSS

~

Lanl [nnll

f\ / \
nST R T | pleadial o2

Lillnag |I|| \

NIST: Al RMF PROFILE FOR DOMAIN-SPECIFIC MODELS (DSM) LAUNCHES
CRITICAL INFRASTRUCTURE JINKO ESS: Al-Native NVIDIA NEMOTRON 3 Family
Focus on DETERMINISTIC B.EHAV|0R & ENERGY FOUNDATION MODELS | " Optimized for
S AR LR 2 AT - Dispatch optimization INDUSTRIAL AGENTIC Al
Shift from general probabilistic behavior » Spot market participation ' « Complex Engineering, Coding

\— in Utility Sectors.

s « Maps coordinates f = Ensures unbiased 9
A e « Eliminates normalization attention scores ( ) | 8x Faster 4x-8x Longer
PROBLEM: MEMORY TAX & ( »| constants, rotating symbols / @ . Attention Processing Context Lengths
ACCURACY TRADE-OFFS \ J \ J | on NVIDIA H100 benchmarks
‘ * GOVERNANCE & REGULATORY ‘ MARKET & MODELS ARCHITECTURAL SHIFT

AGENTIC Al: NATIVE SANDBOX

EXECUTION (OPENAI SDK UPDATE)
Addresses MAJOR HALLUCINATION-TO-

ACTION RISKS. Isolated environment
for domain-specific logic verification.
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KEY TAKEAWAYS FOR WORKING GROUP:

2. Governance mandates deterministic safety for Infrastructure.

I . 1. TURBOQUANT enables high-dimensional reasoning at the EDGE (32GB VRAM). 3 A(chitectural trend: Context Engines & Native Sandboxes for reliable agen
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Electric Sector Al Risk Governance Considerations

> Scaled Deployment: Moving from pilots to operational
functions requires assessing compound risk.

> Grid Reality: OT solutions have potential significant
physical consequences — safety and reliability.

> Cascade Risk: Interconnection means actions in one
control area can propagate grid-wide.

> Unblock Roadblocks: Consistent risk governance
unblocks Cyber, Legal, and Compliance hurdles.




THE BLUEPRINT: MAS VERITAS

ﬁ MAS FEAT (2019) The Key Takeaway

Singapore’s Monetary Authority (MAS) They didn't standardize business models - they

standardized how to assess and document Al risk.
proved that industry collaboration can

> Standardizing consistent, defensible evidence.
produce consistent assessment frameworks.

_ _ _ _ > Defining a "minimum common evidence package."
Launched in 2019 to operationalize ethical

: : > Aligni I f ith technical i ion.
Al via a reusable toolkit. Igning regulatory comftort with technical innovation

© 2026 Electric Power Research Institute, Inc. All rights reserved



SAFERpower.ai — Trusted Al for the Power Sector

Al Governance for Safety, Trust, and Alignment in the Power Sector

Grid Assurance Control Stack
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Across the
Power System

% Grid operations M Planning & forecasting @ Asset management @ Storm response

Developed by EPRI with industry partners

,9(9\9\ Customer systems
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RISK & AUTONOMY FRAMEWORK

A Risk Tiers by Consequence @ Autonomy Levels & Safeguards

Human-in-the-loop (HITL) for all decisions.

Tier A: Grid-Critical [ Safety 1 Advisory

Requires independent assurance + continuous monitoring. .
2 Superwsed Human approval of Al-generated actions.

Tier B: Asset & Operational Limited . . :
Al acts within strict deterministic constraints.
Rigorous validation + internal attestation + drift detection. Autonomy
Full Human oversight + explicit fail-safe logic.
Tier C: Business Support Autonomy

Streamlined checks + Model Cards + basic monitoring.
Safety/Reliability Rule: Al must not be the single point

of failure for safety- or reliability-critical functions.

Neutral convenor to define function-specific metrics, test scenarios, and pre-deployment evaluation pathways
that utilities and regulators can trust.

esearch Institute, Inc. All rights reserved



PROCESS & ROADMAP

Now (RAC/AC) Summer Seminar
Socialize with OPAI Leadership. Collect Official Launch + Kickoff of Utility &
existing risk registers and Al policies. Tech-Provider Working Groups.
@ O O
Early Summer

Publish Gaps & Roadmap Whitepaper.

Begin listening sessions with regulators.

OPAI's Role Support the Effort:

e Convene utilities, technology providers, et. al. around «  Share Existing Al Governance/Risk Processes

common evidence packages. _ _
* Nominate Pilot Use Cases

* Align with regulators early to shape outcomes. _ _
* Volunteer as Whitepaper SME/Reviewer






o QD
(not just reverse-engineering)

Al MODEL & DATASET \:_T;i PROVENANCE = DOCUMENTATION & SUPPLY-CHAIN DUE DILIGENCE
@b PROVENAN CE ;« 1. READ EXPLICIT \ @@\ _ 2. INFERIEIKERY \ % 3. FORMAL NIST

. LINEAGE DISCLOSURE
A PRACTICAL GUIDE (Metadata) (Technical Clues) (Vendor) e e

MODERATE: MERGED FULL CHECKPOINTS (File Clues) HARDEST: API ONLY (Forensic Attribution)

Model FORENSIC, SATML
family K 1HP NOT
\\ (C -'C : S i 118 DEFINITIVE Madel Attribution

Challenge

conf.lg..Json Open Problem

: : - N\JI —— BEHAVIORAL
token.json T "X FINGERPRINTING

% MODEL,CARDS & Ollama Modelfile} 4‘ Reveals architecture family/or [y Finetuned From Model patterns =Ufj[= N IS NOT ALONE A
FROM DECUARE/BASE MODELSE W2 c2<t0r hut WEAK LEGAL CHAIN® BOPTIONAT : COMPLIANCE CONTROL

DATASET PROVENANCE (Even Harden J

Define precise rules: Chinese conaras concern on:
« Chinese-origin base model « Chinese data
» Chinese hosting + Chinese downstream
« Chinese ownership dependencies

3
TRAINING-DATA PROVENANCE
usually disclosed by builder  (NJIST — E
o5 EU AI ACT
CANNOT RECONSTRUCT Al RMF Article 10 Dataset Cards DATA PROVENANCE

zuverlass Playbook Data Governance & Model Cards ~ CROSS-CHECK . 2 DeepSeek
FROM WEIGHTg ALONE L fo(r high-risk systems) are useful (Public datasets) == Alibaba Cloud) (Chinese company)

5 STEPS TO SECURE PROVENANCE (Startups/Procurement) g=d@]

@ REQUIRE LINEAGE INSPECT @ REQUIRE VERIFY CONTRACTUAL GREEN: Vendor gives details,
DISCLOSURE ARTIFACTS DATASET DOSSIER PUBLISHER IDENTITY RULES ‘ hashes, signs representation
i “_"_'-i Ask for upstream Check . Check README, \  .sources @ )g \ Differentiate . Add to MSA/SOW: . | phi _
SPDX 3.0 \} models, versions, ., README, 5 json files, GGUF , creator ‘Developed by’ vs \ «full disclosure AMBER: Can infer family,

hashes licenses " json files, " metadata:  .license ‘Shared by’ /"« non-substitution no writing attestation
Source: GGUF metadata « base_model « personal data use « prior notice

Prige & | RED: API-only, vague answers
Hugging Face, <7 OpenSSF A\ OpenSSF - datasets » synthetic data Look for verified « audit rights yipva J
NIST.SPDX @ ModelSigning (8] Mot Signing ~ *etc.  Cross-check badges on org pages - Connect to OECD & NIST refusalio disclose

THE UNCOMFORTABLE BOTTOM LINE: You usually CANNOT PROVE model ancestry (e.g., from Qwen/DeepSeek) FROM BEHAVIOR ALONE.
Strongest control is not just technical inspection; it’s a combination of ARTIFACT INSPECTION, DOCUMENTED LINEAGE, & CONTRACTUAL ATTESTATION.

1 Institute, Inc. A
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Why this conversation, why now

From pilots to production

Utilities are moving Al beyond experimentation — into operations, customer service, grid planning, and field work.

Touching reliability-relevant decisions

Regulators and the public will ask

FERC, NERC, state PUCs, and customers will want evidence: how do we know these systems are safe and trustworthy?

Red teaming is part of the answer

Adversarial testing is emerging as a core element of Al assurance — and the electric sector needs its own approach.

© 2026 Electric Power Research Institute, Inc. All rights reserved.

Domain-specific models will increasingly influence decisions that affect safety and reliability of the bulk power system.
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What is red teaming?

DEFINITION
Military wargaming — Cybersecurity —>

Structured adversarial testing of an
Al system to find failures before

. QA & benchmarks
adversaries — or real-world

Measures known behaviors against expected results.

conditions — do.

Red teaming

Creatively searches for unknown failure modes an adversary could exploit.

Key idea: assume something WILL break, then try to make it break.
Complementary to — not a replacement for — evaluations and monitoring.

16 © 2026 Electric Power Research Institute, Inc. All rights reserved. E[:E'



Why Al models fail differently

TRADITIONAL SOFTWARE

Deterministic and inspectable

e  Same input produces the same output
° Behaviors enumerable via tests and code review

J Well-understood vulnerability classes (SQLi, XSS, buffer
overflow)

o Mature tooling: SAST, DAST, pen testing

Al MODELS

Non-deterministic and emergent

Same input can yield different outputs
Behaviors not fully enumerable; emergent at scale

Novel failure modes: prompt injection, jailbreaks, hallucination,
data leakage

Vulnerable to natural-language manipulation, not just code

17 © 2026 Electric Power Research Institute, Inc. All rights reserved. E[:E'
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Why this matters for the electric sector

Consequence asymmetry Regulated environment

A wrong model output can mean misoperation, a missed anomaly, a bad NERC CIP, reliability standards, prudency review. Al-driven decisions will
forecast, or unsafe field guidance. face the same scrutiny.

Critical-infrastructure threat model Public trust & social license

Nation-state adversaries are in scope. Al expands the attack surface in Utilities operate under a unique compact with the public. Trust in Al-
new, under-studied ways. driven systems must be earned.

© 2026 Electric Power Research Institute, Inc. All rights reserved.
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Categories of risk red teaming targets

SAFETY SECURITY RELIABILITY

Unsafe field procedure, wrong PPE, incorrect Prompt injection, model as attack vector, Hallucinated grid data, fabricated citations, bad
switching sequence. credential or data exfiltration. load forecasts.

FAIRNESS PRIVACY MISUSE

Discriminatory outcomes in customer programs or Leakage of customer data, employee PIl, or Phishing targeting utility staff; social engineering
disconnect decisions. sensitive operational data. scripts.

ch Institute, Inc. All



20

Who does red teaming — and where it fits

Four overlapping communities

Internal teams

Model developers and security orgs inside the organization. Red teaming happens BEFORE deployment — and CONTINUOUSLY after.

External specialists

Contracted firms and academic partners. Key insight

Crowdsourced events

Public efforts like DEF CON Al Village. No single team owns Al red teaming. For utilities, the most effective
programs blend internal security, external specialists, and — critically —

. utility operations SMEs who understand the consequences.
Regulators & auditors

Emerging role as Al assurance evidence becomes expected.

© 2026 Electric Power Research Institute, Inc. All rights reserved.

RED TEAM
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The red team methodology: a five-step loop

© 4

Scope & Attack

. Execution Analysis
threat model planning y

Define system, harms, and actors Hypothesize failure modes Probe the system Characterize, reproduce, score

The loop matters as much as the steps. Red teaming is never 'done.’

21 © 2026 Electric Power Research Institute, Inc. All rights reserved.

Remediation
& retest

Fix, then attack again
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Scoping and threat modeling

Before you probe anything, get specific.

DELIVERABLES

Scoping turns 'test the Al' into a tractable, measurable exercise. Without it, red teams
either miss what matters or waste cycles on out-of-scope attacks.

Written threat model

Defined system boundary

Stakeholder and harm inventory
What is the system boundary? Rules of engagement
Model alone? Model + RAG? Full agent with tools and APIs?
Success criteria for the engagement
Who are the stakeholders and what harms do we care about?

Operators, customers, field crews, the public, the grid itself.

What attacks are in scope — and out?
Rules of engagement protect both the system and the red team.

Red Teaming Al Models | EPRI Working Group 9/22
22 © 2026 Electric Power Research Institute, Inc. All rights reserved. E[:E'



Attack techniques: the red team's toolbox

Prompt injection Jailbreaks Data extraction
Direct and indirect — hiding instructions in documents, Roleplay, obfuscation, and multi-turn escalation to Eliciting training data, system prompts, or retrieved
emails, or web content the model ingests. bypass safety training. documents the model shouldn't reveal.
a Hallucination elicitation Tool / agent misuse Adversarial inputs
| |
Pushing the model to fabricate grid facts, regulations, or Agents with API, DB, or control-system access — can Crafted inputs for classification or vision models (e.g.,
equipment specs. they be coerced? asset imagery).

Reference framework: MITRE ATLAS catalogues real-world Al attack techniques — a useful starting taxonomy for utility red teams.

© 2026 Electric Power Research Institute, Inc. All rights reserved. E[:E'



Execution: manual, automated, and hybrid

MANUAL HYBRID

Human creativity Scaled probes Best of both

o Model-generated attacks (PAIR, : ATEITS EESTE, REAES SeEle

GCQG) . Best-in-class programs converge
here

Domain expertise drives attacks
Nuanced, context-aware probin .
P g o Fuzzing and brute-force probes
e Automation frees up human
creativity

Slow but deep e  Fast and repeatable

Finds the subtle failures
e  Covers known attack patterns e T e p—

For our sector: Electric-sector red teamers need utility SMEs — not just Al security researchers. The domain is where the consequences live.

24 © 2026 Electric Power Research Institute, Inc. All rights reserved. (=] r={



Red team scenarios for utility Al

Unsafe switching procedure Forecast degradation

A crew assistant is asked to generate a switching sequence. Can an
adversarial prompt — or a manipulated work-order attachment —
push it toward unsafe steps?

A forecasting model is fed adversarial or off-distribution weather and
behind-the-meter data. Does it degrade gracefully, or silently, toward
bad dispatch signals?

Indirect prompt injection Operational data exfiltration

An Al agent has read access to a historian. Can prompts elicit
sensitive operational patterns, or summarize data beyond a user's
authorization?

A customer message contains hidden instructions. Does the chatbot
leak information, bypass verification, or misroute an outage ticket?

25 © 2026 Electric Power Research Institute, Inc. All rights reserved. E[:E'
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Analysis: a finding is a document, not a demo

Reproduction steps

1

Exact prompts, inputs, context, and environment.
) Severity

How bad is this, and how confident are we?
3 Affected users

Who is exposed — operators, customers, the public?
a Conditions

When does it fire? Always, sometimes, under load?
5 Suggested mitigation

Model-level, system-level, or process-level controls.

© 2026 Electric Power Research Institute, Inc. All rights reserved.

SEVERITY

Adapt CVSS-style scoring for Al: impact, exploitability,
detection difficulty, and blast radius.

A single failure is a bug. A pattern is a systemic risk that
changes how the system should be designed, deployed, or
gated.

=2l



Remediation: three layers of defense

MODEL-LEVEL

Change the model Fine-tuning, RLHF, constitutional methods, safety training on observed failures.

SYSTEM-LEVEL

O :2 Add guardrails Input/output filters, content classifiers, tool permissioning, retrieval scoping.

Change operations Human-in-the-loop review, approval workflows, audit logging, scoped deployment.

THEN RETEST. Confirmthe fix, check for regression, and close the loop back to Step 01.

27 © 2026 Electric Power Research Institute, Inc. All rights reserved. E[:E'



Red teaming vs. evaluations vs. monitoring

Does it do what we
expect?

Before release + regression
Standardized, repeatable
Known capabilities & risks

Benchmark scores

RED TEAMING

What could break it?

WHEN
Pre-deployment + periodic
STYLE

Adversarial, creative
FINDS

Unknown failure modes
OUTPUT

Findings with mitigations

All three are needed. None replace the others.

© 2026 Electric Power Research Institute, Inc. All rights reserved.

What's happening in the
wild?

Continuous, in production
Observational
Drift, misuse, new patterns

Alerts & dashboards
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Industry practice and standards

Al RMF + GenAl Profile

Voluntary framework; the GenAl profile adds explicit
red-team guidance.

DEF CON Al Village, MLCommons
AlLuminate

Public events and shared benchmarks for safety
behaviors.

29

42001 Al management system

Certifiable management system standard for Al
governance.

ATLAS threat catalogue

Real-world adversarial Al techniques mapped like
ATT&CK.

© 2026 Electric Power Research Institute, Inc. All rights reserved.

Published red-team practices

Anthropic, OpenAl, Google DeepMind publish
methodology and findings.

SECTOR

Electric-sector guidance is nascent

Healthcare leads; our working group has an opportunity
to shape this.
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What a utility red team program looks like

STAFFING CADENCE

Blended team Pre-deployment + periodic + event-triggered

ML / Al engineers + security + utility SMEs + operations. Before launch, on a schedule, and after incidents, model updates, or major
The SMEs are the differentiator. changes.

Q TOOLING GOVERNANCE
V. 4 'IX

Open source + commercial Clear ownership and escalation

Garak, PyRIT, Giskard for open source. Who gets findings? Who owns remediation? How does it roll up to leadership —
Commercial platforms for scale and reporting. and fit with NERC CIP?

ch Institute, Inc. All



Challenges specific to our sector

O 1 Talent scarcity O 2 Data sensitivity

Few people are deep in both Al security AND utility operations. We have CIP-protected data can't be handed to an external vendor without careful
to grow this workforce. controls. Red teaming has to respect that.

O 3 Shared vs. custom models O 4 Regulatory uncertainty

If we fine-tune a vendor model, who red teams what? Responsibility is How will PUCs and NERC view Al assurance evidence? What counts as
often ambiguous. ‘enough'? The framework is still forming.

31 © 2026 Electric Power Research Institute, Inc. All rights reserved. E[:E'
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Questions for the group

What Al systems in your utility would you red team first — and why?
Who owns this today — IT security, data science, operations, compliance? Should that change?
What would make it easier to share findings across utilities?

Where are the biggest gaps in the Al assurance evidence regulators will ask for?

© 2026 Electric Power Research Institute, Inc. All rights reserved.
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References and further reading

FRAMEWORKS THREAT CATALOGUES

o NIST Al Risk Management Framework — and the Generative Al Profile
o ISO/IEC 42001 — Al Management System
o OWASP Top 10 for LLM Applications

J MITRE ATLAS — Adversarial Threat Landscape for Al Systems
) Al Incident Database (AlID)

PRACTICES & REPORTS RESEARCH

o Frontier lab red team publications (Anthropic, OpenAl, Google
DeepMind)

) DEF CON Al Village reports

o MLCommons AlLuminate benchmark

o PAIR — Prompt Automatic Iterative Refinement
) GCG — Greedy Coordinate Gradient adversarial attacks

. Indirect prompt injection (Greshake et al.)

33 © 2026 Electric Power Research Institute, Inc. All rights reserved. E[:E'
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TOGETHER...SHAPING THE FUTURE OF ENERGY®

NP i

WwWw.epri.com © 2026 Electric Power Research Institute, Inc. All rights reserved


http://www.epri.com/
https://www.facebook.com/EPRI/
https://twitter.com/EPRINews
https://www.linkedin.com/company/epri

	Slide Number 1
	Domain Specific Model Working Group
	Domain Specific Model Working Group Vision
	Agenda
	AI Model Goverance
	Slide Number 6
	Slide Number 7
	Slide Number 8
	Slide Number 9
	Slide Number 10
	Slide Number 11
	AI Model Providence
	Slide Number 13
	Red Teaming AI Models
	Slide Number 15
	Slide Number 16
	Slide Number 17
	Slide Number 18
	Slide Number 19
	Slide Number 20
	Slide Number 21
	Slide Number 22
	Slide Number 23
	Slide Number 24
	Slide Number 25
	Slide Number 26
	Slide Number 27
	Slide Number 28
	Slide Number 29
	Slide Number 30
	Slide Number 31
	Slide Number 32
	Slide Number 33
	Slide Number 34

